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Abstract

Ever since Smith and Marx there has been a debate about the impact of industrialization on the
content of work. While shifts in the occupational structure associated with industrialization are
well charted, we lack systematic evidence on the tasks workers actually performed during this
period of economic change. We assemble a large corpus of job advertisements from Swedish
newspapers from the 1860s to the 1900s and use a large language model (LLM) to extract task
statements. We then categorize tasks along two dimensions: manual vs. cognitive and routine
vs. non-routine. We first document a large decline in non-routine manual work, which was
replaced in fairly equal proportions by analytical and routine cognitive and manual tasks, so that
work overall did become more routine, in line with Marx’s pessimistic prediction. The shift had
more to do, however, with the decline of low-paid service activities like cooking and cleaning
than with the disappearance of artisanal methods of production. At the same time, the economy
also became more cognitive, relying more on human capital than physical labor. Routine jobs
tended to be in the middle to upper half of the pay scale, meaning that structural change led
to a "hollowing in" of the occupational structure and to inclusive job growth. We also find
pronounced gender segregation: even among unskilled farm workers, men’s and women’s task
sets were largely distinct. We also show that many occupations spanned multiple economic
sectors, with implications for how we measure and interpret structural change.
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1 Introduction

What are the consequences of industrialization for the content of work? Ever since

the British industrial revolution, observers have worried that rising productivity

might come at the cost of degrading jobs. Classical political economy and early

socialist theory made changes in work content a defining feature of industrial cap-

italism. Adam Smith’s account of the division of labor in The Wealth of Nations

uses the famous pin factory to show how breaking production into simple, repeti-

tive tasks greatly raises labor productivity, but also risks mutilating the worker’s

intellectual and moral capacities when an individual spends life performing a few

trivial operations (Smith, 1776). Karl Marx radicalized this insight: in Capi-

tal, Volume I, he argued that capitalist industrialization systematically separated

conception from execution and turned workers into “appendages of the machine”

(Marx, 1867). Later, Harry Braverman extended this analysis beyond the machine

shop, arguing that Taylorist principles of separating conception from execution,

fragmenting jobs into minute, repetitive motions, and subjecting work to detailed

measurement became general principles of labor organization in clerical and ser-

vice sectors as well (Braverman, 1974). White-collar occupations, which had once

enjoyed substantial autonomy, increasingly came to resemble factory work in their

routinization and loss of discretion, even as industrial capitalism generated new

skilled roles in technical, engineering, and managerial domains. Taken together,

these classical contributions point to two central hypotheses about changes to the

labor process following industrialization 1) a fragmentation and routinization of

tasks, and 2) a transfer of knowledge from workers to management and machinery.

Much of the existing work on the consequences of industrialization for work relies

on changes revealed by occupations. This approach uses shifts in the share of

individuals with different occupational titles to infer changes in skills and work

content. This approach, while powerful, has two important limitations. First,

occupations are coarse bundles of tasks: the type of work actually performed by

workers must be inferred from occupational titles rather than observed directly.

Second, the focus has been predominantly on the manufacturing sector and on male

work, which may give a misleading picture of how industrialization transformed
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the overall structure and content of work in the economy.

In this paper, we provide the first analysis of changes in the task content of work

during industrialization, using the case of Sweden from the late nineteenth to the

mid twentieth century. We combine job advertisements published in newspapers

with a large language model (LLM) to extract task statements. From the distribu-

tion of task statements in the job ads, we construct task shares for each occupation

enumerated in the census. We define tasks as combinations of verbs and objects

and sort them into Detailed Work Activities (DWAs) from the Occupational In-

formation Network (O*NET) database. We then classify these activities into four

types: routine manual, non-routine manual, routine cognitive, and non-routine

analytic.

Using this data, we begin by charting the evolution of the share of the four task

types among the employed workforce. We find a large decline in non-routine

manual work, from about 63 percent of all tasks in 1880 to about 45 percent in

1950. The share of routine manual work grew through the late 1920s, peaking at

about 30 percent, and then moderated slightly. Routine cognitive and non-routine

analytic work both grew continuously, rising from about 6 and 8 percent in 1880 to

roughly 15 and 13 percent in 1950, respectively. We also examine the distribution

of task types across occupations and find that the occupational structure shifted

toward occupations with fewer distinct activities and a higher share of routine

tasks, so that the job held by the average worker became more narrowly focused

and more routine—even holding within-occupation task composition fixed.

At face value, these results thus seem to confirm the pessimistic predictions of

Smith, Marx, and Braverman. However, we also find that the decline in non-

routine manual work was driven primarily by the massive decline in employment for

women as domestic servants and farm-hands—where cooking, cleaning, and similar

household chores were the most common tasks—rather than by the replacement

of skilled artisans with unskilled machine operators. Within the secondary sector,

we do see an increase in routine manual work up to the early twentieth century,

consistent with deskilling in manufacturing, but this trend reverses thereafter and

is swamped by a major shift from non-routine manual to cognitive work within
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the tertiary sector. Previous research focusing on the manufacturing sector and

male work has therefore missed the central role of women’s work in shaping the

evolution of task structure during industrialization.

In a second part of the paper, we zoom in on a set of occupations to illustrate

how the task approach can speak to two salient issues in the historical literature:

gender segregation and the distribution of work across sectors. First, using our

data, we show that the two ostensibly similar occupations of female and male

farm-hand actually entailed completely different tasks. Female farm-hands were

concentrated in household work and milking, while male farm-hands worked with

tending and driving horses and working in the fields. From a task perspective,

female farm-hands, urban maids, and cook-maids performed very similar activi-

ties, while they were as distinct from the work of male farm-hands as they were

from blacksmiths. We also analyze task descriptions in ads for dairywomen and

dairymen and find that the male occupation more often involved management and

operation of machinery than the dairymaids. Second, looking at the distribution

of work across sectors, we show that female farm-hands predominantly performed

work that belongs to the service sector rather than the primary sector. We also

illustrate how craft workers such as blacksmiths and shoemakers performed a mix

of production activities and repair services, suggesting that their work spanned

both the secondary and tertiary sectors.

Our study is related to several strands of literature. The first is the literature on

industrialization and occupational change. Heikkuri (2024a) studies the shifting

skill composition of the Swedish workforce using population censuses from 1870

to 1930 and coding occupations into HISCLASS. She finds general upgrading over

time, in particular shifts from unskilled to lower-skilled jobs. The shift is partic-

ularly pronounced for women, whose share in unskilled jobs drops from almost

90 to less than 45 percent (see also Heikkuri, 2024b; Syk, 2025; Carlsson, 1968).

This transition is mainly driven by the move away from unskilled farm and house-

hold work toward more skilled urban occupations such as shop assistants, office

clerks, and teachers. Bengtsson and Molinder (2024) show a similar pattern for

the Stockholm labor market. Like these studies, we emphasize the importance of

considering the whole economy and women’s work to understand the evolution of

3



the skill composition over time. We additionally show what this meant in terms

of tasks: the non-routine domestic activities performed by female farm-hands and

maids, such as cooking and household duties, were replaced by routine cognitive

work in the form of maintaining accounts, writing, and calculating in clerical jobs

increasingly dominated by women.

The second strand is the literature on the effects of technological change on work-

ers. Most of this debate has focused on the manufacturing sector in the US. Katz

and Margo (2014) find that the rise of the factory system and steam power is

associated with a declining share of artisans in manufacturing employment and

a “hollowing out” as low-skill operatives and high-skill non-production workers

gained ground. Gray (2013) examines the electrification of manufacturing and

finds that workers in the middle of the distribution lost out to those at the ex-

tremes. Electrification increased the demand for clerical, numerical, planning,

and people skills relative to manual skills while simultaneously reducing relative

demand for the dexterity-intensive jobs that comprised the middle of the skill

distribution. Heikkuri (2024a) also finds some evidence of deskilling in Sweden,

as medium-skilled artisans were replaced by unskilled and lower-skilled machine

operators in factories.

We show that, in terms of task distributions, a similar process occurred in Sweden

within the secondary sector. In 1880, the majority of tasks in the secondary sector

were non-routine manual. As the share of artisanal workers declined and the

group of factory workers and machine operators expanded, the share of routine

manual tasks grew, suggesting an overall trend toward deskilling.1 However, this

development was overshadowed by the shift within the tertiary sector, where non-

routine household service work was replaced not by routine manual work but by

1Both this literature and our results for the secondary sector connect to a longer tradition of
social-historical studies from the 1980s and 1990s that examined how industrialization and the
rise of factory production transformed the organization of work. Often focusing on specific
sectors, firms, or towns, this literature emphasized that the reorganization of work was not
simply a mechanical consequence of new technology or shifting relative prices. Rather, the
rise of the factory system was also shaped by employers’ efforts to routinize labor, weaken
artisanal autonomy, and gain tighter control over the production process (e.g. Biernacki, 1994;
Magnusson, 1994; Isacson and Magnusson, 1983; Johansson, 1988). Seen in this light, the
decline of artisanal work should be understood not only as a shift in the skill composition of
employment, but also as a transformation in how work itself was organized and controlled.
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routine and non-routine cognitive jobs. At the economy-wide level, we observe

only a small increase in the share of routine manual work, which tapers off after

1910, while the share of cognitive tasks grows continuously. Our results are in

line with Molinder et al. (2021), who show that electrification in Sweden led to

a “hollowing in” of the job structure when all sectors are considered, not just

manufacturing. Similarly, Jayes et al. (2025) show that electrification led to a

decline in unskilled jobs in agriculture and an increase not only in lower-skilled

machine operatives in manufacturing, but also in medium-skilled jobs directly tied

to electricity but employed outside manufacturing, such as electricians and linemen

(See also Schneider, 2025; Schneider and Vipond, 2023).

Outside manufacturing, the role of technological change in shaping work is less

clear. Recent research suggests that the mechanization of dairy production—in

particular the diffusion of milking machines—substituted for female labor in rural

areas and pushed women out of agriculture (Ager et al., 2023). In Sweden, however,

the wider spread of milking machines did not occur until the interwar period, with

a real breakthrough only during the Second World War (Kuuse, 1974), whereas

the exodus from agriculture had already begun in the 1880s, with women at the

forefront of this migration (Carlsson, 1968). This suggests that “pull” factors,

such as opportunities for better jobs elsewhere, were the main driver of women’s

exit from agriculture. A similar argument applies to women employed in house-

hold service. Although the period saw the introduction of household appliances

that could replace some of the work done by domestic servants, it is likely that

the prospect of better-paid jobs was the main driving force (See also Bengtsson

and Molinder, 2024; Jayes and Schneider, 2024). As Autor et al. (2024) points

out, many changes in demand for different occupations, especially in services, may

result from the general-equilibrium effect of rising wages rather than from techno-

logical change alone. Our findings suggest that this was likely the case for shifts

in task content during industrialization as well.

The third strand is the literature on technological change and income inequality.

Frey (2019) argues that general-purpose technologies such as electrification, the

internal combustion engine, and, above all, mass production systems meant that

rapid growth of manufacturing output required a growing number of machine op-
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erators, whose productivity and wages were lifted by ever larger amounts of capital

embodied in complex equipment. At the same time, these technologies generated

demand for new layers of technicians, engineers, and managers, so that the oc-

cupational structure tilted toward skilled and semi-skilled wage work and away

from independent artisanal production. In a similar vein, Bengtsson and Molinder

(2024) emphasize how the disappearance of the low-paid household services sec-

tor, together with the creation of new and better-paid jobs in manufacturing and

clerical work, reduced inequality.

Our study shows how the routinization of work underpinned the inclusive growth

that characterized the first three quarters of the twentieth century. The jobs that

were created were accessible to workers with relatively low levels of formal educa-

tion and were much better paid than the non-routine service jobs that had domi-

nated the paid economy at the turn of the nineteenth century. The routinization

of white-collar work also compressed the large income premia previously enjoyed

by professionals (Goldin and Katz, 1995). The title of Greiff (1992)’s study of

developments in Sweden captures this transformation well: “The office clerk: from

the boss’s right-hand man to proletarian.”

The fourth strand is the literature on historical task content of occupations. This

literature is rooted in Autor et al. (2003), who introduced the routine vs. non-

routine framework for analyzing how technology affects the demand for different

types of tasks (see also Acemoglu and Autor, 2011; Acemoglu and Restrepo, 2019).

Most historical studies of task content focus on the U.S. labor market. Gray

(2013) pioneered the use of historical editions of the Dictionary of Occupational

Titles (DOT), first published in 1939, to assign tasks to occupations. The DOT

was originally constructed to help public employment offices match unemployed

workers to available jobs. It consists of task or trait descriptions of several thousand

jobs based on expert ratings on a variety of measures, such as physical strength,

clerical competency, and manual dexterity. The DOT has subsequently been used

by Nedelkoska et al. (2021) to examine the role of technology and tasks in the

gender wage gap, and by Gray et al. (2024) to examine white–black differences

(See also Michaels et al., 2019). Several other U.S. studies focus on the impact

of particular technologies or modes of production (Atack et al., 2019; Feigenbaum
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and Gross, 2024; Kogan et al., 2023).

For historical work, the DOT has two major limitations. First, its coverage of the

service sector is poor. Second, it cannot capture any changes in task content prior

to the first edition in 1939. As emphasized by Cain and Treiman (1981), a central

problem with all editions of the DOT is that occupations were not systematically

sampled. Because on-site observation was only feasible for routine work, tasks

in some occupations were documented through workplace visits, while for others

information was obtained from trade associations, employers, or unions. This re-

sulted in an overrepresentation of manufacturing occupations (Cain and Treiman,

1981).2 These limitations disproportionately affect women and minorities, who

were historically overrepresented in the tertiary sector.

Gray (2013) also discusses the lack of time variation in DOT-based measures. She

draws on descriptions of occupations from the U.S. Army in 1918 to argue that

within-occupation change in task content was probably small. This is challenged,

however, by Atalay et al. (2020), the only long-term study that directly captures

within-occupation change.3 They use job ads from the Boston Globe, the New

2As described by Cain and Treiman (1981), the Division of Occupational Analysis within the
U.S. Employment Service relied primarily on on-site observations carried out by trained oc-
cupational analysts in constructing the DOT. These analysts documented the tasks workers
performed, the tools they used, and the duration of work activities, and they also interviewed
supervisors. For jobs where tasks were highly varied over extended periods, on-site observation
was often unfeasible. This made repetitive work easier to observe, a bias reflected in the statis-
tics presented by Cain and Treiman. While 67 percent of all occupational definitions in the
fourth edition of the DOT (1977) fall into categories related to manufacturing, only 21 percent
of the U.S. labor force in 1971 was employed in manufacturing. Moreover, no on-site observa-
tions were carried out for around 21 percent of occupational descriptions in the fourth edition,
and for a further 42 percent only one or two such observations were conducted. Information for
these occupations was instead obtained from trade associations, employers, or unions. This was
primarily the case for occupations in the tertiary sector, where work tended to be less routinized
and more difficult to capture through on-site observation.

3Two examples of more contemporary studies that provide evidence on within-occupation change
are Spitz-Oener (2006) and Autor and Handel (2013). Spitz-Oener (2006) draw on the BIB-
B/IAB Qualification and Career Survey, which covers descriptions from 30,000 German workers
between 1979 and 1999. A shift-share decomposition shows that about 90 percent of the rise
in analytical and interactive tasks, and of the decline in routine tasks, occurs within the same
occupations. Autor and Handel (2013) also use survey data and show that within-occupation
variation in task content strongly predicts variation in wages among workers with the same
occupational title, while human capital attainment, age, and gender predict the types of tasks
workers within the same occupation perform.
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York Times, and the Wall Street Journal from 1950 to 2000, and find that a

substantial fraction, over 80 percent, of total changes occurred within narrowly

defined job titles. As a result, the shift away from routine cognitive and manual

tasks toward non-routine interactive and analytic tasks has been larger than prior

research has suggested.

Our method is closely related to Atalay et al. (2020), but we are the first to provide

information on task content for an industrializing economy. Our sample of newspa-

pers is also much broader, ranging from national to more local outlets. At present,

our coverage only allows us to estimate time-invariant task compositions by occu-

pation, but our approach can be readily extended to introduce within-occupation

variation in task composition over time. Unlike research relying on the DOT, our

approach also allows us to estimate the composition of tasks within occupations

and at the level of the employed workforce. Because DOT task definitions lack

a natural scale, the evolution of task categories can only be indexed relative to a

common base year. In contrast, our approach allows us to estimate the share of

each task type among the employed workforce and track how those shares evolve

over time. What we estimate is, effectively, what Aucoin et al. (2026) refer to

as “work repertoires,” under the assumption that the number of times a task is

mentioned reflects actual time use.

The fifth is the literature on the gendered division of labor and its evolution over

time. One strand, focusing on the early modern period, uses court records to

collect information on work-related verbs. Whittle (2024) uses this method to

track the tasks performed by men and women in England between 1500 and 1700,

concluding that women’s employment was more significant than previously em-

phasized; earlier estimates has overlooked commercialized care work and other

forms of labor market participation. The Gender and Work (GaW) project uses

the same method in the Swedish context. While the initial focus was on the early

modern period, the project has recently extended its scope to the late nineteenth

century (see Ågren, 2025; Ågren, 2016). Lindström and Ågren (2023) leverages

the method to analyze the types of tasks men and women performed in the city of

Väster̊as in 1860–1880. Similarly to Whittle (2024), they find that women’s work

is underrepresented in the Swedish census, since their participation in the tertiary
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and primary sectors is not adequately captured. In a comparative study on the

differences in gender division of labor between early modern Sweden and England,

Hailwood et al. (2025) utilize court records from each of the countries, and find

that while women’s overall participation in economic activity was broadly similiar

across the two contexts, the allocation of specific tasks varied substantially, under-

scoring the context-dependent nature of the gender division of labor rather than

a simple, universal pattern.

Another, more contemporary, strand has focused on how technology shapes the

gender wage gap by changing the tasks that men and women perform. Black and

Spitz-Oener (2010) show that the narrowing of the gender wage gap in West Ger-

many between 1979 and 1999 is largely explained by a decline in routine manual

tasks among female workers and an increase in analytical tasks relative to men.

Women were disproportionately affected by the introduction of computer tech-

nology. Over this period, the gender wage gap shrank by 9.3 percentage points;

roughly half of the convergence between female and male wages can be attributed

to differential changes in tasks, while the reallocation of women across sectors ac-

counts for only a minor share. Importantly, computerization explains almost 72

percent of the increase in analytical tasks among female workers, but only 8 per-

cent among men. Following computerization, female workers were more likely to

shift from routine to analytical and interactive tasks. Cortes et al. (2018) find that

since the 1980s women have become more likely than men to work in cognitively

demanding jobs in the top wage decile. They argue that this trend is driven by

within-occupation changes in female representation rather than by demand shifts

favoring sectors in which women have traditionally been overrepresented. Men

have become increasingly unlikely to enter high-paying professions such as law,

management, and medicine, while the share of women in these fields has risen as

the importance of social skills has grown.

So far, there is no systematic study of shifts in the tasks performed by men and

women during industrialization. This period saw many occupations formalized

into delineated professions with clearer boundaries of tasks and responsibilities, a

process of professionalization that frequently entailed the masculinization of work

previously coded as female (Cockburn and Ormrod, 1993; Wikander, 1991). Case
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studies reveal this process for particular occupations. One of the most promi-

nent examples in the Swedish context is provided by Sommestad (1992) in her

study of how traditionally female-dominated dairy work became male-dominated

over the early twentieth century. In the nineteenth century, dairying on farms

and manor estates was strongly female-coded. Female mejerskor handled milk,

cream, and butter production, often with substantial autonomy, responsibility for

quality, and very heavy physical work. Sommestad shows that men first entered

dairying as machinists and managers when industrial machinery and steam power

were introduced. As dairying became more tightly linked to modern science and

technology, already culturally coded as masculine, dairy work itself was redefined

as a “technical” profession suited to men.

Our study contributes to this literature by documenting gender segregation in

tasks even within narrowly defined occupational categories. Female and male farm-

hands performed distinct tasks, and dairymen were more involved in management

and operation of machinery than dairymaids. Overall, our approach highlights

the potential of a task-based perspective for tracking how the work performed by

men and women developed over the course of industrialization, in a way that is

considerably more detailed than what occupations alone reveal.

The sixth and final strand is the literature on multi-employment and the distribu-

tion of tasks across sectors. The question of time use across sectors has long been

of great interest to labor historians and to scholars constructing historical national

accounts. A particular issue in the Swedish case has been the allocation of the

work done by female farm-hands, since they performed both farm work, which

should be allocated to the primary sector, and household work, which belongs to

the tertiary sector. Because this group was very large, the assumptions made have

important implications for the perceived size of the respective sectors, their value

added, and productivity.

The first attempt to estimate national accounts back to the 1860s was undertaken

by the National Income of Sweden project in the 1930s (Lindahl et al., 1937). The

project assumed that 50 percent of maids on farms worked in agriculture and 50

percent in services. In the Swedish Historical National Accounts project, Krantz
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(1987) drew on a 1938 time-use survey of farm workers to argue that female farm-

hands spent 64 percent of their time on household work and the remainder on

agricultural work. Krantz used scattered evidence to argue that this distribution

was plausible for earlier periods as well, and applied the same assumption back

to 1800. Bohlin (2003) criticized Krantz’s assumption and argued, on the basis of

the same material and similar ethnographic records, that the share of household

work was much smaller—as little as 10 to 25 percent. In his estimates of histori-

cal national accounts, Edvinsson (2014) draws on Bohlin’s assessment but argues

that the diaries Bohlin used omitted some day-to-day household work. Edvinsson

therefore assumes that one-third of the time of maids in agrarian households was

devoted to household services in 1800, and allows this share to rise over time.

A related question concerns the extent of secondary-sector craft production carried

out in agrarian households. The latest set of methodological guidelines for national

accounts states that home production of goods should be counted regardless of

whether it is paid or unpaid. Edvinsson (2013) estimates the value of home-based

manufacturing using primarily data on intermediate consumption, supplemented

in part by information on time use in agriculture. His estimates suggest that per

capita home production was greatest for weaving and spinning, followed by leather

processing, woodcraft, and iron work. In absolute per capita terms, production did

not decline until around the 1890s, even though it fell in relative terms as factory

production expanded (see also Edvinsson, 2014). One question that has not been

addressed in this discussion is the extent to which some of the work performed by

female farm-hands should be allocated to the secondary sector. The ethnographic

studies used by Krantz and others clearly suggest that this was indeed the case.

The value of a task-based approach for studying the implications of multi-employment

is illustrated by Aucoin et al. (2026), who combine information on male occupa-

tions with task data from court depositions to estimate time use in early modern

England. They find that the tertiary sector was substantially larger, and the agrar-

ian sector smaller, than suggested by occupational data alone (see also Whittle,

2024). We contribute to this literature by providing late nineteenth-century data

on the distribution of task mentions for a number of large occupations. For female

farm-hands specifically, we show that a very large share of their work, in line with
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Krantz’s assumptions, belonged to the tertiary sector rather than to agriculture.

We also find that about a tenth of their task mentions correspond to secondary-

sector activities such as sewing, weaving, and brewing. For male farm-hands,

around two-thirds of task mentions are agricultural, but they also performed a

non-trivial share of tertiary and secondary-sector tasks—something that has not

been considered in the historical national accounts literature. Going forward, our

approach can be used to track changes over time in the task distribution of par-

ticular occupations.

The rest of the paper is organized as follows. In the following section we describe

our data: the newspaper corpus, the extraction of tasks from job advertisements,

and the mapping of these tasks to O*NET work activities. In Section 3, we

present the main results on the evolution of task content and in Section 4, we use

case studies of farm-hands, maids, dairy workers, and blacksmiths to show how a

task-based approach sheds new light on gender segregation and multi-employment

across sectors. We conclude in Section 5.

2 Data

2.1 Newspaper ads

In this study, we draw on a large corpus of job ads from historical Swedish news-

papers. Job ads are useful for our purposes because they often contain explicit

descriptions of work tasks and of the skills employers were seeking, rather than only

an occupational title. In total, we have access to approximately 1 million OCR-

scanned newspaper issues from the Swedish Royal Library (Kungliga biblioteket),

covering the period 1864–1906 and totaling over 5 million pages.4

As with all historical sources, the author of the text had a purpose, which shapes

what they chose to mention and omit. The advertisements we use were written

either by employers seeking labor or by workers seeking employment. As argued

4For comparison, Atalay et al. (2020) analyze 7.8 million individual vacancy postings in U.S.
newspapers between 1950 and 2000. Although Swedish copyright law would allow the Royal
Library to release issues up to 1926, the digitization program has so far only published material
up to 1906.
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by Vedin (2024), the depiction of work in advertisements is likely guided by the

self-interest of the actors who wrote them. Employers may omit mundane or

unattractive tasks from job descriptions to make positions sound more appealing

than they actually were. Workers, in turn, may highlight tasks that require skills

they consider especially valuable for the position. There may therefore be a bias in

which tasks are mentioned, favoring those that make either the job or the worker

appear more attractive.

A second concern is that recruitment through newspaper advertising was, in rel-

ative terms, an uncommon method of finding labor and employment during our

period. Most hiring took place either through labor mediation or through personal

contacts. According to a 1934 Social Board (Socialstyrelsen) survey on conditions

in paid domestic work, based on more than 2,000 respondents, informal recom-

mendations were the most common recruitment channel, accounting for roughly

40 percent of placements. Public and private employment agencies together ac-

counted for nearly half of all hires, while only about one in ten workers reported

obtaining their position through a newspaper advertisement (Moberg, 1978). More

generally, the activities recorded in historical sources are rarely documented at ran-

dom. However, work using court records to analyze the gender division of labor in

the early modern period, such as Hailwood et al. (2025), shows that selection bias

may distort the frequency with which activities are observed without necessarily

altering the structure of activities within aggregate categories such as gender or,

in our case, occupational titles. The extent to which this poses a problem for

our study therefore depends on whether advertised vacancies systematically dif-

fered in task content from those filled through other recruitment channels, and

on how the distribution of advertised occupations compares to the overall occupa-

tional structure of the Swedish economy. We address the second of these concerns

by reweighting the occupational distribution in our corpus to match that of the

census.

When job advertisements began to appear in the major Stockholm newspapers in

the 1860s, they primarily served as a medium for the bourgeoisie to seek maids,

teachers, and cooks for their households and children (Kihlberg, 1964). Over time,

the advertisements became more varied in the types of labor requested, as the
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readership broadened and the Swedish newspaper market expanded rapidly be-

tween the 1860s and 1880s. Provincial newspapers, which had typically appeared

once or twice a week in small editions of 200–300 copies, increased both their

publication frequency and their print runs. Outside Stockholm, the number of

news and advertising papers nearly doubled—from 84 in 1860 to 148 in 1880—and

multi-newspaper towns became increasingly common. Norrköping was the first

locality outside the major cities of Gothenburg, Malmö, and Stockholm to publish

six days a week, beginning in 1871. Although the freedom-of-the-press law required

print shops to be located in legally constituted towns, many places effectively cir-

cumvented this rule by relying on nearby urban printers. Well-connected railroad

junctions such as Bollnäs and Eslöv, as well as Motala with its location along the

Göta Kanal, exploited their strong transport links to print their own newspapers

in adjacent towns and secure efficient distribution (Gustafsson and Rydén, 2010).

Even in rural areas, newspapers became widely read during the 1870s (Jarlbrink,

2010). As newspapers emerged as a widely used medium of communication in Swe-

den, it is reasonable to expect that both employers and workers made greater use

of job advertisements. The assumption that the frequency of advertisements for a

given occupation reflects demand on the broader labor market therefore becomes

more plausible over time.

As we show in Section 2.3, the correspondence in our data between how often an

occupation appears in newspapers and its frequency in the Swedish census is fairly

strong. However, as in the findings of Schulz et al. (2014), who compare Dutch pop-

ulation registers and newspaper advertisements, agricultural occupations remain

underrepresented, while occupations in the tertiary sector are overrepresented.

This pattern is consistent with the early use of advertisements for domestic and

urban service work, and with the fact that rural labor markets relied more heavily

on informal networks and mediation than on the press.

Method for Identifying Job Ads

Our starting point is a heterogeneous corpus of OCR-processed newspaper text

that lacks clear boundaries between advertisements, editorial content, and other

material. We therefore perform a series of preprocessing steps to construct a struc-
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tured dataset suitable for computational analysis. In broad terms, our pipeline in-

volves several iterations of filtering, page reconstruction, segmentation, normaliza-

tion, and occupation identification. The goal is to produce text sequences that are

coherent enough for an LLM to extract task verbs without requiring the model to

perform extensive low-level cleanup, which would be both computationally costly

and harder to validate.

The corpus provided by the Swedish Royal Library is stored in JavaScript Object

Notation (JSON) files, in which each issue and page is represented as a hierarchy of

nested objects. At the lowest level, individual text zones contain OCR-processed

text along with metadata on their on-page coordinates and font. These zones can

be used to reconstruct the visual layout of each page by sorting text according to

its vertical and horizontal position and grouping zones into columns. We therefore

begin by ordering text zones by their y-coordinates (top to bottom) and then by

their x-coordinates (left to right).

Because newspapers are printed in multiple columns, two distinct columns can be

vertically adjacent. To identify columns, we compute the vertical and horizontal

centers of each text zone and then detect unusually large gaps between zones.

When the gap between a zone and its neighbor exceeds a page-specific threshold,

we treat this as a break between columns. This procedure allows us to reconstruct

the original column layout and correctly order the text within each page.

To retain a clear link back to the original source, we assign a hierarchy of identifiers

to each text sequence. These include a newspaper ID (identifying the issue), an

article ID (locating the sequence within the issue), a block ID (indicating the

position of the block within the article), and a sentence-level sequence number.

This hierarchical identifier structure ensures that any job advertisement can be

traced back to its precise location in the original page image, which facilitates

manual verification and targeted re-checks when needed.

Next, we remove page headers and normalize punctuation and whitespace. We

also join strings when one line ends with a hyphen and the next begins with a low-

ercase letter, in order to reverse line breaks that occur within words. These steps

are designed to improve the performance of the subsequent sentence-segmentation

15



stage.

Sentence segmentation is particularly challenging for historical sources, because

sentence boundaries are not always marked by standard punctuation. In nineteenth-

century Swedish text, sentence endings are often denoted by slashes (/), semicolons

(;), or simply by an initial uppercase letter, without a period (Pettersson et al.,

2024, pp. 7–8). To accommodate these features, we combine punctuation-based

rules with capitalization cues and lexical heuristics. Specifically, we treat periods,

exclamation marks, and question marks as sentence delimiters when they are fol-

lowed by whitespace and a plausible sentence starter (e.g., a capital letter or digit).

Periods are ignored when they form part of abbreviations, initials, or numbers (e.g.,

3.14). When conventional punctuation is absent, we identify sentence boundaries

by detecting sequences in which a new clause begins with a capital letter following

text that appears to form a complete clause. In addition, we use common open-

ing words (e.g., Därefter, Sedan) as signals that a new sentence is likely starting,

while short connecting words (e.g., men, och) are treated as indications that the

sentence is continuing.

After segmentation and normalization, we identify which of the extracted sentences

contain occupational information by comparing the words in each sentence to

the SWEDPOP project’s list of HISCO-coded occupational strings. To assign

an occupation to each advertisement, we use a three-step matching strategy that

moves from fast and precise to more flexible but computationally heavier methods.

First, we perform exact keyword matching against the list of about 25,000 historical

job titles from SWEDPOP. If this does not yield a match, we apply a fuzzy search

that compares potentially misspelled strings to similar entries in the occupational-

title list. This step helps recover matches that are obscured by historical spelling

variation or OCR errors. In a final step, we apply additional contextual rules (e.g.,

requiring that the matched string appear in plausible syntactic positions) to filter

out spurious matches.

Taken together, these steps produce a structured dataset consisting of text se-

quences that (i) are segmented into sentences; (ii) retain detailed metadata on

their location within issues, pages, and columns; and (iii) are linked to a specific
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occupational title and an associated HISCO code. This dataset forms the basis

for the subsequent LLM-based extraction of job tasks.

Table 1 shows the distribution of the extracted ads by newspaper and decade. Of

the approximately 246,000 ads that we identify, the largest number comes from

Dagens Nyheter, with roughly 63,000 ads (around 26 percent of the total). This is

followed by another Stockholm paper, Stockholms Dagblad, and then by Göteborgs

Handels- och Sjöfartstidning and Aftonbladet. The newspapers with the greatest

coverage are thus those based in the three major urban regions or with national

circulation. At the same time, the “Other” category accounts for about 36 percent

of all ads and includes many local outlets such as Norrköpings Tidningar, Barom-

etern (Kalmar), Hallandsposten, Blekinge Läns Tidning, Gotlands Allehanda, and

Dalpilen.

A small share of ads still lacks a year assignment, amounting to roughly 18,000 ads

(about 7 percent of the total). This reflects limitations in the metadata structure

of the Royal Library newspaper corpus. In future work, we plan to develop a

procedure for inferring missing year information from additional sources (such as

issue-level metadata or internal date markers), so that these remaining ads can

also be dated and included in the temporal analysis.

Turning to temporal coverage, the 1890s contribute the largest share of the current

sample, with about 77,900 ads, followed by the 1880s (66,500), the 1870s (37,900),

and the 1900s (37,200). The 1860s are represented by around 8,400 ads, and a

further 18,200 ads currently lack an assigned decade. It is important to stress that

we have so far processed only a subset of the full newspaper corpus. As additional

issues and titles are incorporated, both the number of ads and the temporal balance

of the dataset will improve.

2.2 From Job Ads to Data on Tasks

After extracting the newspaper jobs ads, the next step is to transform the dataset

of job advertisements into a dataset of task descriptions. The procedure has two

main steps. First, we use the large language model (LLM) Qwen-80B to extract

task verbs from the text sequences that we have identified as job advertisements.
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Table 1: Job Ads by Newspaper and Decade, Thousands

Decade DN StD GHT Aft GP GAft SDS Ann Fäd Dag OtherTotal

1860 0.4 0.8 1.5 1.1 0.3 0 0 0 0.1 0 4.1 8.4
1870 0 17.7 3.4 2.9 0 0 2.4 0 0 0 11.5 37.9
1880 8.2 17.7 5.3 1.5 0.5 0 2.6 0.9 0.3 0 29.4 66.5
1890 29.5 3.1 6.6 2.6 0.9 4.0 0.6 2.0 1.2 0.7 26.6 77.9
1900 16.3 0 3.4 1.6 1.2 1.1 0.1 1.4 0.6 1.4 10.2 37.2
— 8.2 0 0 0 2.5 0 0 0 0.8 0.2 6.4 18.2

Total 62.7 39.3 20.2 9.7 5.4 5.1 5.6 4.3 3.1 2.4 88.3 246.0

Note: Numbers in thousands. DN = Dagens Nyheter, StD = Stockholms Dagblad, GHT =
Göteborgs Handels- och Sjöfartstidning, Aft = Aftonbladet, GP = Göteborgsposten, GAft =
Göteborgs Aftonblad, SDS = Sydsvenska Dagbladet, Ann = Annonsblad till Lunds Weckoblad,
Fäd = Fäderneslandet, Dag = Dagen. “—” indicates advertisements with missing decade infor-
mation.

Second, we classify these task statements into work activities using the O*NET

dataset, combining Qwen-80B with targeted manual coding.

Identifying Tasks Using the Qwen-80B Model

Applying computational text analysis to historical sources is challenging for sev-

eral reasons. Most language models and Python packages used for natural lan-

guage processing (NLP) are not designed with the peculiarities of historical text

in mind. Sentence structure and domain-specific language change over time, so

techniques developed for modern language are often ill-suited for analyzing his-

torical texts unless specific adjustments are made (Piotrowski, 2012). In addition,

digitization introduces its own problems. Digitized historical sources are often rid-

dled with OCR errors, which distort the original text (Kettunen and Pääkkönen,

2016). NLP methods typically rely on accurate semantic representations to per-

form tasks such as part-of-speech tagging and named entity recognition, so errors

that obscure sentence structure and meaning reduce the reliability of downstream

analysis (Bollmann, 2019; Ehrmann et al., 2023).

These features imply that, when extracting tasks from text that is both OCR-

noisy and linguistically variable over time, standard NLP tools will not deliver

sufficient quality, especially at scale and in settings where spelling and phrasing
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vary systematically across decades. The growing availability of locally deployable

LLMs makes it possible to address this problem in a more flexible way. Unlike

smaller machine learning models trained for a single, narrowly defined objective,

LLMs are pretrained on massive and diverse datasets, allowing them to perform

multiple interrelated computational steps and to adapt better to new, unseen data

(Bommasani, 2021). With a carefully designed prompt, the researcher can instruct

the LLM in much the same way as a research assistant, while retaining control over

the structure and format of the output (Stuhler et al., 2025).

The use of LLMs, however, raises its own concerns. The most prominent is the

opacity of the models: researchers cannot directly observe the computations that

occur as the model processes a prompt and generates an output. This “black box”

problem naturally leads to a lack of transparency and interpretability in how the

model arrives at its conclusions (Rudin, 2019). For this reason, we deliberately

restrict the role of Qwen-80B to a narrow extraction task. In our prompt, we

explicitly instruct the model to extract only task verbs from the text sequences

we provide and to follow clear rules for handling particular features of nineteenth-

century Swedish.

In short, we prompt Qwen-Next-80B to (i) identify action verbs describing job

tasks (e.g., mjölka, laga mat), (ii) exclude verbs related to hiring, pay, lodging, or

application logistics, (iii) normalize historical spellings and nominalizations (e.g.,

mjölkning → mjölka), (iv) lemmatize the verb, that is, reduce different inflected

forms to a common base form (e.g., mjölkade, mjölkat → mjölka), and (v) record

grammatical and contextual details such as negation, whether the expression is

multiword, and the object acted upon if present (e.g., mjölka kor → object:

"kor"). The model then translates both the sentence and all task elements

(verb forms and objects) into idiomatic English, filters strictly by occupation—

so that, if multiple roles are mentioned, only verbs plausible for the matched job

are retained—and finally outputs everything as structured data. The full prompt

is provided in Appendix D, where we also assess the robustness of our results to

the use of two alternative frontier models: a commercial model, Gemini 3 Pro

Preview, and an open-source model, Llama 3.3 70B Instruct.
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